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User Access Tokens + Create new token
Profile

Access tokens authenticate your identity to the Hugging Face Hub and allow applications to perform actions based on token permissions.
Account © Do not share your Access Tokens with anyon: regularly check for leaked Access Tokens and remove them immediately.
Authentication
Organizations You have no Access Token
Billing
Access Tokens
SSH and GPG Keys
Inference Providers
Webhooks

Papers

Notifications
Local Apps and Hardware
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Bo-Han
Token type

Profile Read  Write

@ This cannot be changed after token crea

Account

. Token name
Authentication

ML2025hwé

Organizations

Billing User permissions (Bo-Han)

Access Tokens Repositories Inference
SSH and GPG Keys Read access to contents of all repos under your personal namespace Make calls to Inference Providers
Read access to contents of all public gated repos you can access Make calls to your Inference Endpoints
Inference Providers
Write access to contents/settings of all repos under your personal namespace Manage your Inference Endpoints
Webhooks
Webhooks Collections

Papers
Access webhooks data Read access to all collections under your personal namespace

Notifications Create and manage webhooks Write access to all collections under your personal namespace

Local Apps and Hardware Discussions & Posts Billing

Gated Repositories Interact with discussions / Open PRs on repos under your personal namespace Read access to your billing usage and know if a payment method is set

Interact with discussions / Open PRs on external repos
Content Preferences

Interact with posts
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SSH and GPG Keys Webhooks Collections

Access webhooks data Read access to all collections under your personal namespace

Inference Providers
Create and manage webhooks Write access to all collections under your personal namespace

Webhooks
Discussions & Posts Billing

Papers
Interact with discussions / Open PRs on repos under your personal namespace Read access to your billing usage and know if a payment method is set

Notifications Interact with discussions / Open PRs on external repos

Local Apps and Hardware Interact with posts

Gated Repositories
Repositories permissions
Content Preferences
Override any user-level or org-level permissions set below for the specified repositories. The token will always have read access to all public repos contents.

Connected Apps
2 Search for repos
Theme

# meta-llama/Llama-3.2-1B-Instruct
Upgradeto @ Pro

¥ Read access to contents of selected repos
Interact with discussions / Open pull requests on selected repos

Write access to contents/settings of selected repos

Org permissions

None if not specified
earch for orgs

Repositories Inference

Read access to contents of all repos in selected organizations Make calls to Inference Providers on behalf of the selected organizations
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¥ Read access to contents of selected repos

Interact with discussions / Open pull requests on selected repos

Write access to contents/settings of selected repos

Org permissions

None if not specified.
2 Search for orgs

Repositories
Read access to contents of all repos in selected organizations

Interact with discussions / Open pull requests on repos in selected organizations

Write access to contents/settings of all repos in selected organizations

Org settings
Read access to organizations settings

Write access to organizations settings / member management

Resource Groups

Write access to resource groups in selected organizations

Create token
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Inference

Make calls to Inference Providers on behalf of the selected organizations
Make calls to the organization's Inference Endpoints

Manage the organization's Inference Endpoints

Collections
Read access to all collections in selected organizations

Write access to all collections in selected organizations
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Save your token value somewhere safe. You will not be able to see it again
after you close this modal. If you lose it, you'll have to create a new one.
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User Access Tokens + Create new token

Profile
Access tokens authenticate your identity to the Hugging Face Hub and allow applications to perform actions based on token permissions.

Account © Do not share your Access Tokens with anyon regularly check for leaked Access Tokens and remove them immediately.
Authentication
Name Value Last Refreshed Date . Last Used Date Permissions
Organizations
o~ ML2025hw6 hf_...A0OH 1 minute ago
Billing
Access Tokens
SSH and GPG Keys
Inference Providers

Webhooks

Papers

Notifications
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Found existing installation: nvidia-cudnn—cul2 9.3.0.75
Uninstalling nvidia-cudnn-cul2-9.3.0. 75:
Successfully uninstalled nvidia-cudnn—cul2-9.3.0.75

Attempting uninstall: nvidia—cusolver—cul2
Found existing installation: nvidia—cusolver—cul2 11.6. 3.83
Uninstalling nvidia—cusolver—cul2-11.6. 3. 83:
Successfully uninstalled nvidia—cusolver—cul2-11.6.3.83
.4.5.8 nvidia—cuda—cupti-cul2-12. 4. 127 nvidia-cuda-nvrtc—cul2-12.
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v

RS

éuccessfull‘/ installed bitsandbytes—0.45.4 datasets—3.5.0 dill-0.3.8 fsspec—2024.12.0 multiprocess—0.70.16 nvidia-cublas-cul2-12

KX
v Huggingface Login

thuggingface—cli login —token
"—add-to—git-credential  if using via huggingface—cli  if you want to

The token has not been saved to the git credentials helper. Pass add_to_git_credential=True in this function directly or

Token is valid (permission: fineGrained).
The token "ML2025hw6 has been saved to /root/.cache/huggingface/stored_tokens

Your token has been saved to /root/.cache/huggingface/token

Login successful.
The current active token is: ~ML2025hw6

Import Packages

transformers 2
158508 SRR FA3:37
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The current active token is: ~ML2025hw6

PV oo DT

ransformers or (
AutoModelForCausallM,
AutoTokenizer,
BitsAndBytesConfig,
pipeline

peft
LoraConfig,
get_peft_model,
PeftModel

os
Jjson
torch
os. environ[”CUDA_VISIBLE_DEVICE
device = torch.device(’c
datasets Dataset
trll o T SFTConfig, SFTTrainer
random
random. seed (42)
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v LLM Fine-tuning

v Load Model & Tokenizer

(=) sft_model_name = ama/L1ama

sft_bnb_config = BitsAndBytesConfig(
load_in_4bit= 5
bnb_4bit_use_double_guant=
bnb_4bit_quant_type= 1%
bnb_4bit_compute_dtype=torch. bfloatl16,

)

sft_model = AutoModelForCausallM. from pretrained(
pretrained_model name_or_path=sft_model_name,
quantization_config=sft_bnb_config,
low_cpu_mem_usage= E

)

sft_tokenizer = AutoTokenizer. from pretrained(
pretrained_model_name_or_path=sft_model_name,

)

sft_tokenizer. add_special_tokens (

peft_config = LoraConfig(
r=8,
lora_alpha=16,

(E=}

Y BT (SEE4) <cell ... > from_pr.. > _wr.. > from_pr.. > _get_resolved_ch.. > cach.. > cache.. > _inn.. > hf_hub_d.. > _hf_hub_download.. > _download_to_tm... > htt.. > gen.. > str.. > r.. > _raw.. > _fp.. > r.. > rea.. > recv.. > re..
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o sft_model = AutoModelForCausallM. from pretrained(
\) pretrained_model_name_or_path=sft_model_name,

quantization_config=sft_bnb_config,
low_cpu_mem usage=True,
)

sft_tokenizer = AutoTokenizer. from_pretrained(
pretrained_model_name_or_path=sft_model_name,

)
sft_tokenizer. add_special_tokens (
peft_config = LoraConfig(

r=8,

lora_alpha=16,

bias=

task_type=' C

target_modules=
)

peft_model = get_peft model(sft_model, peft_config)

model.safetensors: 100%
generation_config.json: 100%
tokenizer_config.json: 100%
tokenizer.json: 100%

special_tokens_map.json: 100%
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2.47G/2.47G [00:14<00:00, 233MB/s]
189/189 [00:00<00:00, 12.0kB/s]
54.5k/54.5k [00:00<00:00, 5.13MB/s]
9.09M/9.09M [00:00<00:00, 13.9MB/s]

296/296 [00:00<00:00, 30.5kB/s]

{7 (B3F4E 23 ) <cell line: 0> > from_pretrained() > from_pretrained() > _from_pretrained() > __init_()
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